Connecting Fog and Cloud Computing

Erik Elmroth, Umeå University
Philipp Leitner, University of Zurich
Stefan Schulte, TU Wien
Srikumar Venugopal, IBM Research

Fog computing provides a conceptual approach for virtualizing and orchestrating computing, networking, and storage resources to process data. This issue helps to progress the fog computing research field and offer solutions.
n recent years, the cloud computing paradigm has changed how both, industry and academia, think about IT. Defined by virtualization, centralization, and the effective leverage of economies of scale, cloud computing has democratized scale-out computing and has made the processing power of the data centers of players such as Amazon or Google available and affordable for virtually everyone with access to the Internet. Consequently, we have seen more and more applications moving to the cloud through a Software-as-a-Service (SaaS) provisioning model.

However, using cloud-based computational resources is not always the best choice in the Internet of Things (IoT). IoT devices are numerous, and not necessarily linked through always-on, broadband Internet connections. Further, many interesting use cases for IoT (e.g., healthcare scenarios, wearable devices, etc.) have strong data privacy implications. Hence, centrally processing all data produced in the IoT in a cloud is occasionally impractical, and in some cases even illegal. In addition, the basic structure of the IoT is highly decentralized, with literally billions of IoT devices distributed around the globe. In many envisioned smart environments, thousands of devices may be connected to each other, not only in one place, but actually in a wider area. This level of decentralization does not match the rather centralized structure of the cloud with its very large data centers. Today, the basic assumption in many application domains is that IoT data sources send data to cloud data centers, the data is processed in the cloud, and then the results are sent back to the respective data owners who, in many cases, are located close to the data sources. Obviously, this leads to a very large communication overhead between data sources, cloud-based processing capabilities, and data stakeholders.

A natural approach to deal with these challenges is to process and aggregate sensitive or bulky data where, or close to where, it is produced. This concept has been coined edge computing. Edge computing is often used in conjunction with centralized cloud services, leading to the vision of fog computing. While a generally accepted definition of fog computing is still missing, the research community agrees that fog computing is based on some well-known principles that have made the cloud a success story and are now used at the edge of the network. This includes on-demand provisioning of computational resources, rapid elasticity, unified management interfaces, and virtualization. Thus, it is possible to provide IoT-based computational resources in a similar vein as virtual machines and software containers are offered on the cloud. The end result is a virtualized computing infrastructure that spans cloud data centers, various intermediary nodes such as routers and gateways, and IoT devices.

We are currently observing a surge of interest in the fog computing paradigm, as indicated by recent papers and many scientific conferences that had their inaugural editions in 2016 and 2017.

However, plenty of challenges remain to be tackled. In fact, a number of the early approaches to fog computing provide conceptual solutions, but there is still a lack of concrete methods, tools, and frameworks that are necessary to realize fog computing. Also, as in every upcoming field, it still needs to be discussed what are the most important research questions that should be answered. As fog computing incorporates technological approaches from the IoT, cloud computing, and wireless sensor networks, there is no clear delimitation of what is actually original research in the field of fog computing.

It is the goal of this special issue to help to advance the fog computing research field and present concrete solutions. For this, we present four papers that discuss various aspects of the abovementioned challenges. The articles cover a broad topical spectrum, from network function virtualization (NVF) over workload balancing and distribution, all the way to continuous query evaluation in the fog.

Summary of Contributions

All submissions in this special issue have received at least three formal peer reviews by independent experts, in addition to meta-reviews by all of the special issue editors. The peer reviews focused on level of innovation, technical accuracy, quality of presentation, and relevance to the special issue topic. After a difficult decision process, we have decided to accept the following four papers after a second round of careful revisions.
Malensek, Pallickara, Pallickara: “Hermes: Federating Fog and Cloud Nodes to Support Query Evaluations in Continuous Sensing Environments”

This paper introduces Hermes, a framework for federated query evaluations in fog and cloud. Hermes is a mature research project that showcases the possibilities, but also the challenges, of big data analytics in fog computing. In contrast to the other papers in the special issue, this contribution focuses on data science aspects of fog computing.

Kapsalis, Kasnèsis, Patrikakis, Venieris, Kaklamani: “A Cooperative Fog Approach for Effective Workload Balancing”

The second contribution in the special issue focuses on the fog as a distributed computing platform. The paper introduces a very interesting stack that defines the fog as a virtual construct on top of various devices and hubs. Applications are defined as scripts with various constraints (e.g., Quality of Service, time sensitivity), which are then scheduled over the fog by the platform.

Bittencourt, Diaz-Montes, Buyya, Rana, Parashar: “Mobility-aware Application Scheduling in Fog Computing”

Similar to the second paper, this contribution focuses on where to execute any given functionality in a fog platform. The authors again propose an intermediary layer (called “cloudlets”, a notion that is also heavily used in cyber-foraging [7]). This paper and the previous paper nicely illustrate that much of what we have learned in grid and cloud computing (e.g., regarding task scheduling and placement) will need to be (re-)visited and adapted for fog computing. We can be confident that workload balancing and scheduling will remain a fruitful research topic even in fog computing.


The final paper in the special issue explores the topic from a network perspective. The authors propose a virtual network spanning fog and cloud data centers. This virtual network allows for automatic provisioning of cross-site virtual network functions, which also takes multi-tenancy into account. The proposed solution comes out of the European research project BEACON, and can serve as the backbone of future industrial fog computing deployments.

It is clear that we are still in the formative phase of fog computing, and only the future will reveal which parts of the (sometimes competing) visions, solution proposals, and application areas will prove to be of most value to society and industry. However, as the four papers in this special issue show, the opportunities, as well as the challenges, are manifold. Some of these challenges can be addressed by adapting solutions that have proven their value before, such as the contributions on load balancing, scheduling, and NFV in this special issue. However, the intricate nature of the fog will certainly lead to hitherto completely unexplored problems that will require completely novel approaches.

References


ERIK ELMROTH is Professor at Umeå University, leading the University’s research in distributed systems and has until recently been the Head of the Department of Computing Science. His research is mainly
focused on autonomous resource management systems for virtual infrastructures, including all flavors of clouds, such as single, distributed, federated, mobile edge, and telco clouds. He has co-authored more than 150 scientific publications with nearly 4000 citations (h-index 30). The research extends on Erik’s broad background in scientific and high-performance computing and extensive experience from organizing supercomputing infrastructures. He is frequently appointed by national and international research councils for evaluations, decision making, and research strategy development. Erik is co-founder of the start-up company Elastisys AB providing a cloud automation platform and a scalable Wordpress.

PHILIPP LEITNER is a Senior Research Associate at the software architecture and evolution lab of University of Zurich, where he leads a team working on the intersection of software engineering and cloud computing. In his research, Philipp aims to understand how and why software developers use cloud systems, and to support them with better methods, techniques, and tools for cloud development, deployment, and debugging. Philipp has co-authored upwards of 80 publications, leading to an h-index of 21. Philipp is Principal Investigator of the MINCA project (“Models to Increase the Cost Awareness of Cloud Developers”), a Working Group leader of the EU COST Action ‘ACROSS’, and a member of the EU FP7 Integrated Project “CloudWave”. He is an academic editor of PeerJ Computer Science, the SAGE and O’Reilly funded Open Access Journal in computer science.

STEFAN SCHULTE is an Assistant Professor (Tenure Track) at the Distributed Systems Group at TU Wien and the Scientific Leader of the EU Research and Innovation Action “Cloud-based Rapid Elastic Manufacturing (CREMA)”. He has published some 70 refereed scholarly publications. He is a member of the Editorial Boards of the Open Computer Science journal, the Journal of Web Semantics, and of PeerJ Computer Science. Stefan holds a PhD degree from the Technische Universität Darmstadt (Germany), where he headed the research group “Service-oriented Computing” until 2011. He received a diploma degree in economics and a Bachelor in computer science from the University of Oldenburg, Germany, and a Master of Information Technology (with Merit) from the University of Newcastle, New South Wales, in 2005 and 2006, respectively. His research interests span the areas of Service-oriented Computing and Cloud Computing, with a special focus on Quality of Service (QoS) and Quality of Experience (QoE) aspects.

SRIKUMAR VENUGOPAL is a Research Scientist in cloud computing at IBM Research, Ireland. He has published over 50 refereed publications, many of them targeting various aspects of cloud computing ranging from resource management to elasticity of applications and NoSQL databases. He is a member of the Editorial Board of PeerJ Computer Science. Srikumar holds a Ph.D. degree from the University of Melbourne, Australia. He has previously held academic positions in the University of Melbourne and the University of New South Wales, Australia. His research interests lie in the area of large-scale distributed systems, specifically in the topics of elasticity, cloud middleware, and data-intensive computing on clouds.